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Abstract: Measuring the geographic spillovers from an economic shock remains a challenging 
econometric problem.  In Feyrer, Mansur, and Sacerdote [2016] we study the propagation of 
positive shocks from the recent boom in oil and gas production in the U.S.  We regress changes 
in income per capita on new energy production per capita within increasingly larger geographic 
circles.  James and Smith [2019] propose instead a single regression of county income per 
capita on energy production from successively larger donuts around the county.  This method 
controls for production outside of the circle of interest and is likely the appropriate estimation 
method for estimating the impact of within county production.  Their results suggest that FMS 
overestimates the impact of new production.  We show that we can incorporate similar controls 
using our basic estimation method and that (unlike James and Smith) these controls do not 
significantly change our results.  To explore these differences, we perform simulation exercises 
which show that the James-Smith estimation method is biased downward with the heterogeneous 
population distributions across counties that we observe in the data. 
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In Feyrer, Mansur, and Sacerdote [FMS, 2016] we examine the question of how economic 

shocks propagate geographically.  We ask how shocks from the production of oil and gas from 

fracking impact employment and income per capita in the county where the fracking occurs and 

in successively larger areas.  Our preferred IV results find that $1 million of new production 

generates $80,000 in wages within the county and $257,000 in wages within 100 miles 

surrounding the area of production.  We find additional (and similarly large) effects on business 

and royalty income. 

 

James and Smith (2019) [JS] make the point that our OLS estimates could suffer from omitted 

variable bias because producing counties tend to be located near one another.  Our econometric 

technique is to regress income per capita on production per capita within successively larger 

geographic areas.  For region j(i) centered on county i in year t, we estimate: 

 

(1)   ∆𝑌𝑌𝑗𝑗(𝑖𝑖),𝑡𝑡 = 𝛽𝛽1𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑗𝑗(𝑖𝑖),𝑡𝑡 + 𝛽𝛽2𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑗𝑗(𝑖𝑖),𝑡𝑡−1 + 𝛼𝛼𝑖𝑖 + 𝜔𝜔𝑡𝑡 + 𝜖𝜖𝑖𝑖,𝑡𝑡.    

 
Here ∆𝑌𝑌𝑗𝑗(𝑖𝑖),𝑡𝑡 represents the annual change in income in area j(i) scaled by lagged employment in 

area j(i). 𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑗𝑗(𝑖𝑖),𝑡𝑡 is the value of new oil and gas production scaled similarly.   Fixed 

effects for the centroid county and year are represented by 𝛼𝛼𝑖𝑖 + 𝜔𝜔𝑡𝑡.  Our results come from 

running a series of regressions with j(i) indexing a disk of increasing radii around the centroid 

county ranging from 0 to 200 miles. 

  

JS instead focus on the impact of own county production on own county income per capita, 

while controlling for the production in successively larger donuts around the own county.  This 

has the advantage of addressing omitted variable bias when focusing on the impact on a county.  

Below, we examine how our estimates change when we add similar controls. The JS estimating 

equation is: 

 

(2)  ∆𝑌𝑌𝑖𝑖,𝑡𝑡 = ∑ �𝛾𝛾𝑑𝑑𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑑𝑑,𝑖𝑖,𝑡𝑡 + 𝜆𝜆𝑑𝑑𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑑𝑑,𝑖𝑖,𝑡𝑡−1�10
𝑑𝑑=1 + 𝛼𝛼𝑖𝑖 + 𝜔𝜔𝑡𝑡 + 𝜖𝜖𝑖𝑖,𝑡𝑡   

 

Here the d’s represent successively larger donuts around a county.  JS scale both income and the 

value of new production in each donut by lagged employment in the centroid county (not by 



employment in the donut).  They aggregate the coefficients across donuts (weighting by average 

employment in each donut) to estimate how fracking’s impacts propagate across space.   

The JS choice of scaling turns out to be consequential when population is unevenly distributed. 

We explore this using Monte Carlo simulations below. 

 

Note that both the FMS and JS methods can be used to account for spatial spillovers.  JS model 

spatial propagation using an explicit functional form.  In contrast, aggregation allows one to be 

agnostic about the model of spatial propagation.  When data are aggregated to higher levels, the 

way in which activity is distributed within the area of interest becomes unimportant.  By adding 

more structure, JS has the potential to be more precise in their estimation at the risk of 

specification error.  This is ultimately an empirical question.   

   

I. Regressions Exploring Omitted Variable Bias 

 

In this reply, we explore the differences between the two methods to illustrate the strengths and 

weaknesses of each.  The JS methodology has the advantage of including information about 

production at various distances in the same regression.  The advantage of this is very clear when 

you estimate the impact of own county production.  For the own county effect, our method lacks 

controls for production outside the home county.  This could clearly generate bias in our 

coefficient due to omitted variables.   

 

This bias is quite easy to rectify in our OLS estimates by adding additional controls for 

production outside the central area of aggregation.  The results from adding these additional 

controls are shown in Table 1.  Columns (1) and (2) report the estimates at various distances 

using the methodologies from our original paper and the JS reply.  Our estimates are based on a 

series of regressions with aggregations of counties at various distances (using disks).  Their 

estimates are based on a single regression with production information at various distances 

(using donuts).  The reported estimates are an aggregation of their raw coefficients to estimate 

the total impact at various distances in a manner that can be directly compared to our estimates 

(see their Comment for details). 

 



In column (3) we use our methodology of regressions at various levels of aggregation but add 

controls for donuts outside the center disk in order to deal with missing variable bias.  For 

example, our estimate for 100 miles in column (1) is a regression of income per capita change 

within 100 miles of the county center against new production per capita within 100 miles of the 

county center.  In column (3) we add controls for production in each of the donuts outside the 

100 mile center disk.  In order to be compatible with JS we scale new production in each donut 

by the employment in the center disk at each distance.   

 

We are essentially running a series of regressions identical to the JS regression where we 

increase the level of aggregation at the center disk.  For this reason, the estimates for the own 

county (0 distance) are identical to the JS estimates.  As JS suggest, our original estimates at the 

center are overstated due to omitted variable bias by about 30 percent.  At increasing distances 

the bias is much smaller and no longer statistically different from our results from column (1).  

By 100 miles the difference is less than 1 percent.  While omitted variables can explain the 

differences between our results at the center county it cannot explain the differences between our 

two basic methods over larger distances as illustrated in columns (1) and (2) (and their Figure 3). 

 

Next we explore why these two methodologies generate such different answers at increasing 

distances from the center.  Our main concern with their methodology is the scaling of 

production.  By scaling all production by center county employment their regression can be 

thought of as a regression of total income change at the center against total production change in 

each of the donuts surrounding it.  Dividing through by center employment is similar to 

weighting this regression by the inverse of employment.1  This will result in Harris County 

Texas (home of Houston, employment 2 million) having much lower weight than Cottle County 

Texas (employment less than 500).   

 

This problem is unavoidable and we share this issue at small levels of aggregation.  As we 

aggregate to larger disks, this issue becomes less problematic because we aggregate income, 

production, and employment in tandem.  JS calculate the impact at each distance through the 

 
1 Note that scaling all variables by population and including the inverse of population as a control, in place of a 

constant, is equivalent to WLS using the square of the inverse of population. 



coefficients on the controls, which are weighted by the wildly dispersed employment levels at 

the center.  Under this scaling the discovery of a unit of oil in Harris County will have the same 

impact on surrounding counties as the discovery of a unit of oil in Cottle County.  Unless this 

assumption is strictly true their controls will suffer from misspecification that may attenuate their 

estimates downward.  It seems plausible that this would be worse as distance increases. 

 

To get some sense of the impact of this issue we rerun the JS regressions but scale the production 

in each donut by employment in the donut rather than in the center.  Column (4) shows that this 

simple rescaling moves their estimates significantly towards ours.  Though we don’t think this 

completely solves the specification problem we suspect that it will reduce it.  An additional 

problem with their estimation is the need to weight the raw coefficients to get the impact at 

various distances.  These weights are generated from the ratio of average employment at each 

donut to the employment in the center for the sample.  If identification is coming from counties 

with very non-representative population distributions their weighting will be biased.  This is 

largely because counties with drilling tend to be low population for their region.  This is also 

related to the problem of selection that leads to our preference for IV.  For reference, column (5) 

reports our IV results. 

 

II. Simulations Exploring Aggregation and Scaling  

 

In order to explore further the implications of scaling on aggregate effects, we run a simple 

simulation.  We start with 3,000 locations (e.g., counties) each with a population normalized to 

1.  The counties are arrayed on a line and are exactly one mile apart.  Ten percent of counties 

randomly receive one unit of oil.  Shocks to income are based on a data generating process 

consistent with the JS estimation equation.  Oil production affects income as follows: one unit of 

production raises income by $4 within the county and raises income in neighboring counties by 

.0375, .05, .0175, and .0075 for counties at distances of 40, 60, 80, and 100 miles.2  Income is 

also subject to a random shock. 

 

 
2 The choice of spillover sizes were chosen so that the aggregate impact of a single unit of oil production is $10 

across the 100 mile area to which the shock propagates.  We find similar results when we impose spillovers to match 
the underlying coefficients from the JS comment. 



We generate 1000 runs of simulated data, compute the variables used in each method (scaling 

change in income and production by the respective populations) and estimate each of the models.  

For each run we can sum the total change in income and divide it by total oil production to get 

the true aggregate effect.  Table (2) shows the average coefficient estimates from these 

regressions.  Column (1) shows the results using the JS methodology where their raw 

coefficients are scaled by the population in each donut and summed to get the aggregate effect at 

each distance.3  Since the data generating process was based on their regression specification, 

they unsurprisingly recover the exact coefficients from the model.  Column (2) reports the results 

from the base FMS method which are modestly biased downward due to the fact that this method 

does not fully capture the data generating process.  In column (3) we run the basic FMS 

methodology adding controls for the surrounding donuts.  The results are unchanged because, 

unlike in Table 1, there is no spatial correlation that would cause omitted variable bias. 

 

In columns (4) – (6) we repeat the simulation but allow for population to be unevenly distributed 

across counties.  Each county is assigned a population from a uniform distribution between 0.5 

and 1.5.  This variation in population is small compared to the real data but enough to illustrate 

the impact of non-uniform population. 

 

Because population was uniformly distributed in the earlier simulations, one could ignore 

population in the propagation of income over space.  With varying population, we assume that 

oil per capita is the relevant shock in the data generating process.  Income within a county will 

change as follows: each unit of production per capita within the county raises income by $4.  

From 0 to 40 miles each unit of production per capita generates $3.  From 40 to 60 miles $2, 

from 60 to 80 miles $0.70, and from 80-100 miles $0.3.   Income is also subject to a random 

shock.  The impact sizes are chosen so that the estimates would be the same as the earlier model 

if the population were normalized to one in each county.  Again we simulate 1000 runs, scale the 

change in income and production by the respective populations, and estimate the models.   

 
 

3 The increase in income at the center from one unit of oil is $4.  For the donut from 0 to 40 miles there is an 
additional income increase in 80 counties of $0.0375 each for an additional $3 (aggregate of $7).  The next three 
donuts have 40 counties each with income increases of $0.05, $0.0175 and $0.0075 leading to income increases of 
$2, $0.7 and $0.3 in these donuts.  The aggregate impact is $4 + 80*$0.0375 + 40*$0.05 + 40*$0.0175 + 
40*$0.0075 = $4 + $3 + $2 + $0.7 + $0.3 = $10. 



Column (4) shows that the JS methodology is not robust to this model of the data generating 

process.  Outside of the central county the aggregate effects are substantially lower than the 

truth, only capturing about half of the effect at 100 miles.  If we modify the JS methodology by 

scaling each donut by the donut population rather than the central population (as we did earlier) 

it once again captures the true model.  As in column (2), the FMS estimates are modestly biased 

downward. 

 

 

 

 

III. Concluding Remarks 

We acknowledge that spatial correlation in shocks can be problematic when studying the 

propagation of economics shocks over space.  There are two concerns about the James and Smith 

approach, scaling and exogeneity.  Their regressors are scaled by central county population 

requiring an ex-post weighting of the coefficients to obtain aggregate estimates.  As we show in 

our simulation results, this scaling is not robust to variation in population across counties.  

 

Our estimation method was motivated by the standard practice of looking at the impact of shocks 

at various levels of aggregation in order to capture the geographic scope of the shock.  By 

aggregating and scaling all variables by employment, the level of aggregation does not impact 

the underlying model.  Countless papers run regressions at the county, commuting zone, and 

state level to examine propagation over space.  When looking at fracking, this method is still 

possible.  In fact, we present these estimates in our paper and they are fully compatible with our 

main results.  However, we felt that the standard commuting zones were less applicable in this 

scenario due to the remoteness of the shocks involved.  Much of the new production was outside 

standard commuting zone boundaries.  We developed our methodology as a way to measure 

impacts over space without having to presuppose the relevant geographic boundaries. 

 

Their comment focuses on our OLS results despite the fact that our preferred estimates are from 

IV estimations.  As we discuss in the original paper, our main reason for preferring IV is that the 

counties that were chosen for production might have been chosen for reasons other than the 



presence of oil.  By instrumenting using the underlying geology we remove that selection bias.  

Implementing IV using the JS methodology may be difficult because, as the method 

simultaneously estimates the impact at all distances, this requires large set of instruments. 

Parsing our main instrument across donuts in order to generate sufficient instruments leads to a 

weak first stage. 
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TABLE 1: THE AGGREGATE IMPACT OF NEW PRODUCTION OVER SPACE 

 (1) (2) (3) (4) 

 

(5) 
 FMS JS FMS 

  
JS FMS 

 

 

Distance OLS   Controls Rescale IV 
0 34.0 25.3 25.3 24.7 79.8 
40 48.7 64.6 44.2 71.2 98.1 
60 113.1 78.1 103.8 96.5 181.3 
80 196.9 91.7 193.8 107.7 242.2 
100 221.2 98.1 219.9 100.3 257.3 
120 216.4 93.6 204.6 97.3 250.4 
140 220.4 89.0 206.5 103.9 254.5 
160 215.3 95.4 216.9 107.1 255.1 
180 200.9 96.0 202.2 119.1 237.1 
200 197.3 94.2 197.3 136.7 232.8 

 

Column (1) of Table 3 reports the OLS results from FMS. Column (2) reports results using the 
JS methodology. Raw coefficients are scaled by mean of sample population at each ring relative 
to the mean of the sample population in a county to get aggregate results at each distance. The 
results differ slightly from JS due to a slightly different definition.4 In Column (3), we replicate 
Column (1) but include additional donuts beyond the center disk out to 200 miles as controls. 
These controls are defined as the value of the new fossil in the donut over the lagged 
employment in the center disk. In Column (4), we replicate Column (2) but scale new production 
in each donut by employment in the donut rather than employment in the center. Column (5) 
reports the main results IV results from FMS. 

  

 
4 Here we divide the value of new fossil by lagged local population. (e.g., r40newfossilval_cap =  ((d40oil-

d0oil)*priceoil+(d40gas-d0gas)*pricegas)/L1.d0allemp). In contrast, JS multiply our the variable in our data that 
measures the value of new fossil in a disk per capita (e.g., d40newfossilval_cap) by the ratio of current disk 
employment (e.g., d40employ) over lagged local employment (L1.d0allemp). This has two small issues: there is 
rounding errors in d40newfossilval_cap; and JS use current instead of lagged employment in a disk (e.g., 
L.d40employ). 



 

Table 2: Simulations with Equally Spaced Counties and Random Oil Production 
Notes: Counties are equal sized and arrayed on a line.  Number of counties are 3000. Oil shock is binary, iid and set 
at a 10% probability of having oil production.  One unit of production causes income to increase by 4, .0375, .05, 
.0175, and .0075 for counties at distances of 0, 40, 60, 80, and 100 miles. Table displays mean estimates across 100 
runs of the simulation.  Col (1)-(3) have populations equal to one while cols (4)-(6) have population randomly 
distributed between .5 and 1.5. 

 (1) (2) (3) (4) (5) (6) (7) 
 JS FMS  FMS 

Control 
JS 

 
JS 

Rescale 
FMS  
OLS 

FMS  
Control 

Pop Distribution Uniform Uniform Uniform Random Random Random Random 
        
Within County 4.0 4.0 4.0 4.0 4.0 4.0 4.0 
40 Miles 7.0 7.1 7.1 5.5 7.0 7.0 7.1 
60 Miles 9.0 8.1 8.1 6.7 9.0 7.9 8.0 
80 Miles 9.7 8.6 8.6 6.9 9.7 8.4 8.5 
100 Miles 10.0 9.0 8.9 6.7 10.0 8.7 8.8 
120 Miles 10.0 9.2 9.1 6.3 10.0 8.9 9.0 
140 Miles 10.0 9.4 9.3 5.9 10.0 9.0 9.1 
160 Miles 10.0 9.6 9.4 5.6 10.0 9.1 9.2 
180 Miles 10.0 9.7 9.6 5.2 10.0 9.2 9.3 
200 Miles 10.0 9.8 9.8 4.9 10.0 9.3 9.3 
        
True Total 10.0 10.0 10.0 10.0 10.0 10.0 10.0 

 

 


